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Cognitive activity is often described as some form of problem solving. It is important to note that problems, and the associated problem solving activity, are principally a description by an external observer. The external observer has no direct access to the real underlying causes for the observed behavior. Neither have human beings access (via introspection) to their own cognitive processes. The fact that we can readily provide ‘explanations’ for our own behaviors says little, if anything, about the real underlying causes (Bron).

Why is it that we are tempted to see behavior as the outcome of problem solving activity? One possible explanation is that this is a bias of the observer (a trained behavioral scientist) coming from the fact that observers are themselves human beings. As said, human beings quite naturally – and unavoidably -  interpret the situations in which they consciously find themselves as a situation in which an intentional agent – the I - has certain desires, where it senses the current state of the enviroment, upon which it formulates goals,  and where it computes the difference between the goal state and the current state. At this point, a ‘problem’ is born. If the agent should want the desire to be fulfilled it should solve the problem of how to get from the current state to the goal state. The agent therefore procures a plan for action (a task) and it computes the sequence of actions it needs to carry out in order to reach the goal. This way of analysing behavioral situations pervades all human communication, at least in Western society. Many cultural products, e.g. ‘project management methods’ in organisations, are based on the very same model. At the same time, human beings can hardly resist interpreting other people’s behaviors as originating from proces not unlike to the one that they attribute to themselves. In other words: people think 1) that they themselves act on the basis of intentions and 2) they attribute these same ‘intentions’ to the behaviors of others as well. This kind of attribution might be very handy in daily life, but it might not be the true cause of what is really happening. It might just be a story. Apparently our minds work such that we see problems, and problems being solved, everywhere, but that does not mean that ‘problem solving’ is the fundamental underlying process of human thought. The fact that you see monkeys on television does not mean your television is made of monkeys. Anyhow, this basic folk-psychological double-take is what implicitly underlies much of the psychological interpretations of empirical data in science as well. It doesn’t really matter whether the data are behavioral or from brain imaging machines. Underlying the whole of cognitive psychology, including cognitive neuroscience, is still the basic idea of intentional agents solving problems, an idea derived from our folk-psychological interpretations of our own behaviors, taken together with our automatic empathic response towards the behavior of others. 

All talk of the ‘computational resources’ of cognitive systems of the ‘computational complexity’ of the problems that such systems need to perform, of ‘problem space’ and ‘searching a trajectory from current state to goal state’, and so on, is only meaningful insofar as this basic problem solving metaphor is accepted. But, to stress this point once more, stating that perception presents ‘problems’ to the cognitive system and stating that behavior should be seen as the outcome of an (attempt at a) ‘solution’ for that problem is already an interpretation of what a cognitive process really is. It is a theory, probably based on folk psychological everyday reasoning, about the behavior of ourselves and of others. It is an interpretation that might, or might not refer to something real. According to Fodor, it is real (1980) according to Churchland, it is nonsense (19XX).

It is very difficult to describe cognitive processes in something other than the words and concepts that have their roots in everyday language and together make up the ‘problem solving metaphor’. For example, even saying that the E.Coli bacteria needs to ‘decide’ whether or not to move straight or in a random direction is already using the problem solving vocabulary
. In the E.Coli, on the lower levels of structure and processes (biochemistry), there is only the concentration and flow of energy. Stable states, e.g. in chemical concentrations, might be pertubated by changing environmental conditions and these might trigger a complex nonlinear sequence of chemical reactions. The result is that, as observed from the outside, E.Coli has changed its behavior from moving randomly to moving straight. Nowhere a ‘decision’ had been made by ‘anyone’, certainly not by some mysterious mr. E. Coli.

The problems that came with identifying intelligent behavior with ‘problem solving’ originated in cybernetics, the forerunner of cognitive science. They were strengthened by the specific direction into which cybernetics evolved: classical artificial intelligence. Classical cybernetics, interestingly, has always had strong focus on dynamical aspects of behavior and control. In that sense there is a natural bridge between cybernetics and general systems theory and there is another linkage between systems theory and the description of complex nonlinear systems in terms of (temporarily) stable states, pertubations, dynamic responses, attractors and so on. At present, it is these latter concepts that tie up with alternative ‘nonproblem solving’ attempts at explaining cognition. But classical cybernetics has also always defined control systems as systems that are ‘designed’ (either by evolution or man-made) to serve some goal (or to maintain a value within a specified range, as in homeostatic systems, see below). The question was seldom raised where these goals came from in the first place, because many cyberneticians were functionalists, and often very instrumentalist as well. They sought to describe phenomena, instrumentally, in ways that afforded controlling them, which is not the same as analysing the phenomenon in order to explain it (under an assumption of realism). 

A control mechanism in cybernetics was at the one hand an abstract, functionalist notion. In a thermostat, or any other artificial device, the goal has been set by an external designer. The goal, here, is really an abstract notion that has its root in conscious human thinking and communication within a human natural language. This abstract notion is then by a form of symbolic definition transformed into a physical representation in a physical medium: a mechanical switch, e.g. a bi-metal, in a device, i.e. the thermostat. But the ‘reality’ of the ‘goal’ in the thermostat resided not in the thermostat itself. The thermostat was nothing when decoupled from the human intellectual environment in which it was created. It is always a human being giving meaning to what the thermostat is doing. In a way, the idea in the designers head was more real, or at least ‘prior to’, the physical implementation of the thermostat in anyones room. The latter was only an instance, a representation, a cast of the ‘real’ idea. On the other hand, control systems could also be seen as nothing more than the physical set of constraints that constituted the system. In biological systems, ‘goals’ are set by evolution. We have not the luxury of ‘outsourcing’ the problem of explaining where our goals come from to an external designer. Of course in nature, there is no real ‘designer’. Evolution did not map its own ‘conception’ of the goal onto a physical mechanism. This is all metaphoric speech. So it remains a bit of a mystery how it is that a blind, low-level massively parallel process like genetic evolution can produce the ‘cleverly designed’ homeostatic mechanisms, without designing them. In any case, as long as there is no explanation of how things got to be the way they are in natural behavioral systems like human beings, all talk of mechanism, goal, etc.. is fundamentally metaphorical. 

Cybernetics evolved into classical AI and the situation only got worse. The notion of a goal, and the associated goal-directed (or problem solving) behavior was never deeply analysed in and of itself. It wasn’t, because the existence of goals fit quite naturally with the folk psychological intuition that takes intentional, goal carrying agents as a starting point. Also, the functionalist doctrine that seperated functions from their physical instantiations gave the illusion that talk of goals and problem solving  did not need to be analysed further. Instead of emphasizing homeostatic dynamics – the bulk of control in biological systems - cognition as a whole was reduced to a form of stating problems (in a discrete language, not in terms of analog systems of differential equations!), reasoning about these problems (using discrete rules of transformation!) and formulating a solution to a problem (again, in the form of a linguistic statement!). Cognition was seen as the process that kicks into action once the goal has been set. Cognition is what maps a goal onto an appropriate (or even optimal) behavioral response. It was something that could only have existed if some other cognitive being had ‘designed’ it. To me, it has felt like a fishy doctrine right from the first time I heard of it...

Intentions, goals and the associated problem solving behaviors fundamentally cannot be related to evolutionary processes and lower level structural analysis of physics. The classic functionalist loop-hole, stating that functions supervene on a material ‘implementation’ saved us temporarily from having to answer the real questions, but the questions did not go away. The problem-solving metaphor generates serious theoretical problems, like the symbol grounding problem, the mind-body problem and the homunculus problem. Problem solving creates problems that cannot be solved within a problem-solving metaphor. 

In my view, the homeostatic interpretation of a goal, in which a goal is not a location that has to be reached, but rather a region in which one should remain (whilst enduring or countering external pertubations) is a much better starting point for a biologically grounded cognitive theory. Most biological processes are better described using homeostatic metaphors. The goal of a biological subsystem is to ‘maintain’ a variable ‘within a range’. Homeostatic models might need to be refined, or expanded, or stripped from some residual intentionalist vocabulary that has sneeked in during the Cybernetic years when things were in development still. But it has better chances of being naturally incorporated to an evolutionary account that is general to all behaving organisms. Homeostatic mechanisms are (or at least can be) quite literally, physical systems. They consist of sets of physical (mechanical or biochemical or electro-chemical) constraints, together forming a system that keeps a certain variable in a certain region in its state space (variable and state space being, of course, high level descriptions of the complex nonlinear interactions). Such systems could, in principle, emerge as self-organising properties of large, complex interactive systems by nonlinear processes. There need not be a designer that puts the functionality into the system from the outside. We also need no intentional metaphor in order to understand the working of such a system. Homeostatic physical systems could, in principle, be generated through a blind process of evolution, even though the details have to be teased out. We can analyse large-scale behavioral interactions, for example between myself, a computer screen and a key-board, as a form of homeostasis. Writing a text can be seen as ‘keeping some variables within limits’, just as it can be seen as a form of problem solving. Let’s try it out and see how far we can get. Lastly, homeostatic principles have better chances of teaming up nicely with analysis of brain dynamics (mind you: what I means is the physio-mechanical analysis of neuronal networks and their dynamic properties, not the so-called ‘functional’ cognitive neuroscientific interpretations of active blobs on an fMR scan). 

� The E.Coli has only two behavioral ‘options’: straight or random – ‘option’ also being a word from the problem solving metaphor.





